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HAGI++: Head-Assisted Gaze Imputation and
Generation

Chuhan Jiao, Zhiming Hu∗, Andreas Bulling

Abstract—Mobile eye-tracking is crucial for capturing hu-
man visual attention in real-world and XR settings, sup-
porting research and human-computer interaction. Yet blinks,
pupil-detection errors and lighting changes create missing values
that hinder gaze analysis. We present HAGI++, a multi-modal
diffusion-based imputation method that, for the first time,
leverages integrated head-orientation sensors to exploit the nat-
ural correlation between head and eye movements. Using a
transformer-based diffusion model, it learns cross-modal depen-
dencies between eye and head data and can additionally incorpo-
rate wrist/hand motion when such wearable signals are available.
Evaluations on the large-scale Nymeria, Ego-Exo4D and HOT3D
datasets show that HAGI++ consistently outperforms traditional
interpolation and deep-learning time-series imputation baselines.
Statistical analysis confirms that its gaze-velocity distributions
closely match real human behaviour, yielding realistic imputa-
tions. Even when 100% of gaze data are missing (pure gaze
generation), HAGI++ exceeds methods that rely on the visual
inputs and the methods rely on full-body motion capture by
incorporating wrist motion from commercial wearables. Our
approach enables more complete, accurate eye-gaze recordings
in real-world contexts, enhancing gaze-based analysis and inter-
action across many applications.

I. INTRODUCTION

Mobile eye tracking has become an essential tool for
studying human behaviour [1], [2] and has emerged as an
attractive modality for interaction in real-world [3], [4] and
virtual environments [5], [6]. Also, latest commercial head-
mounted extended reality (XR) devices, such as the Apple
Vision Pro, Meta Quest Pro, Microsoft HoloLens 2, or the
Project Aria Glasses [7] are equipped with integrated eye
tracking functionality.

A fundamental challenge in working with gaze data
recorded using mobile eye trackers is the prevalence of missing
values arising from blinks, pupil detection failures, occlusions,
or illumination changes [8]–[10]. Missing values can signifi-
cantly degrade data quality and, in the worst case, render gaze
recordings unusable for further analysis and downstream appli-
cations [11]. Prior research has largely adopted two strategies
to address this issue: discarding missing values entirely [12]–
[14] or imputing them using interpolation methods, such
as linear [15], [16] or nearest neighbour interpolation [17].
While discarding data ensures data integrity, it results in
discontinuities, making gaze data unsuitable for applications
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requiring temporal completeness and consistency, such as for
training machine learning models [2], [18], [19]. Data impu-
tation preserves continuity but fails to accurately reconstruct
naturalistic gaze trajectories or match the velocity profile of
real human eye movements [11]. As such, none of these
existing approaches is fully satisfying and there remains a
critical need for advanced gaze imputation techniques that can
handle missing gaze data in a robust, continuity-preserving,
and biologically plausible manner.

We introduce HAGI++ – a novel multi-modal approach
that leverages the close coordination between eye and head
movements (also known as eye-head coordination) for gaze
imputation 1. Our method exploits the fact that along with
gaze data, latest mobile eye trackers and XR headsets are
also readily equipped with sensors for head tracking, such as
inertial sensors or vision-based approaches for self-localisation
and mapping. Unlike prior methods that treat gaze as a stan-
dalone signal, HAGI++ is the first to integrate head movement
information to infer missing gaze values. In addition, recent
mobile eye trackers and XR systems are increasingly paired
with wearable devices such as controllers or wristbands, which
capture hand or wrist movements for multi-modal interaction
based on natural eye-hand coordination. HAGI++ is readily
extensible to such inputs, allowing us to exploit eye–head–
hand coordination for gaze imputation. At the core of HAGI++
is a transformer-based diffusion model that captures cross-
modal dependencies between eye and head representations,
with an optional extension to wrist/hand signals for modelling
gaze–wrist coordination when such data are available.

We evaluate HAGI++ on head-assisted gaze imputation on
three large-scale gaze datasets that cover different everyday
indoor and outdoor activities: Nymeria [20], Ego-Exo4D [21],
and HOT3D [22]. Results of these evaluations show that our
approach significantly outperforms both interpolation-based
methods and deep learning-based time-series imputation base-
lines. Our method reduces mean angular error (MAE) by up to
25.3%, and yields gaze velocity distributions that more closely
resemble real human gaze movements than other methods.
Furthermore, using the wrist-movement signals available in
Nymeria, we demonstrate that incorporating wrist movements
further improves gaze imputation in high data-loss scenarios
and achieves performance on par with head-only input under
low data-loss conditions. Finally, we evaluate HAGI++ under
the extreme setting of 100% gaze data loss (pure gaze gen-
eration), including both 3D gaze generation and egocentric

1Our code is available at
https://git.cai.simtech.uni-stuttgart.de/public-projects/HAGI
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Fig. 1: Missing data is inevitable in mobile eye tracking. HAGI++ is a novel multi-modal diffusion model for gaze data
imputation that leverages the close coordination between eye and head movements. The input to our method is gaze data with
missing values and time-aligned head movements captured by sensors readily available in mobile eye trackers (left). For XR
headsets without built-in eye tracking, HAGI++ can generate gaze data directly from head movements (right). Furthermore, when
wrist or hand motion data from commodity wearable devices are available, HAGI++ can exploit eye-hand-head coordination
for both tasks. HAGI++ achieves lower mean angular error and produces more realistic gaze trajectories than previous methods.

gaze estimation from the generated gaze directions. HAGI++
outperforms EgoM2P [23], an egocentric foundation model
that relies on visual inputs for gaze estimation, achieving lower
MAE and MSE using only head-motion input. Additionally,
using only commodity wearable inputs, HAGI++ outperforms
the previous state-of-the-art gaze generation method [24],
which requires full-body motion capture, by 17.6% on the
Nymeria dataset. By explicitly modelling eye-head (and, if
available, eye-head-hand) coordination, HAGI++ enables more
reliable gaze-based analysis and interaction using mobile eye
tracking. Our approach enhances the quality of gaze data in
real-world scenarios, making it particularly beneficial for ap-
plications in XR, behavioural research, and gaze-based human-
computer interaction. Furthermore, by supporting plausible
gaze data generation from commodity wearables, HAGI++
opens new opportunities for computer graphics and interactive
systems where realistic gaze behaviour is a critical component.

An earlier version of this work was published at ACM UIST
2025 [25]. This paper substantially extends that version in
several key aspects:

1) New model architecture. We introduce a novel architec-
ture, HAGI++, that consistently outperforms our previous
method and offers faster inference.

2) Optional integration of wrist movement signals. We
extend the framework to incorporate wrist signals from
commodity wearables, showing that these cues improve
robustness under severe data loss and highlight the value
of multi-modal eye–hand–head coordination.

3) Evaluation under 100% gaze data loss. We present new
experiments in the extreme case of 100% missing gaze
data, including 3D gaze generation and egocentric gaze
estimation from the generated gaze directions.

4) Comprehensive ablation analysis. We perform detailed
ablation studies to quantify the individual contributions of
head rotation, head translation, wrist rotation, and wrist
translation to gaze imputation performance.

II. RELATED WORK

A. Gaze Imputation

The task of gaze imputation, which involves reconstruct-
ing missing values within recorded gaze data, remains an
underexplored area of research. The predominant approach
to handle missing values in most prior studies has been
to exclude instances containing missing gaze data entirely
[12]–[14]. Among the limited works that do address missing
data, classical interpolation techniques have been the primary
method of choice: linear interpolation [15], [16], nearest
neighbours interpolation [17], and unsupervised Expectation-
Maximization algorithm [26]. However, interpolation methods
often struggle to accurately replicate the velocity distribution
of real gaze data [11]. On the other hand, machine learning
techniques have also been applied to gaze super-resolution -
a special type of gaze imputation. Jiao et al. [12] introduced
SUPREYES, an implicit neural representation learning method
for gaze super-resolution. However, it is important to note that
SUPREYES primarily operates on low-resolution gaze data
without any missing values, focusing on resolution enhance-
ment rather than imputing missing data at arbitrary positions.
In stark contrast to previous methods, HAGI++ can impute
missing gaze data at any arbitrary location while preserving
the natural dynamics of human gaze behaviour by closely
mimicking the gaze velocity distribution.

B. Eye-head Coordination

Eye-head coordination refers to the coordinated movements
between the eyes and the head and has been extensively
investigated in the areas of cognitive science and human-
centered computing. Specifically, Stahl studied the process of
gaze shift and found that the amplitude of head movement
is proportional to the amplitude of gaze shift [27]. Hu et
al. analysed eye-head coordination in immersive virtual en-
vironments and discovered that human eye gaze positions are
strongly correlated with head rotation velocities [18], [28],
[29]. Sidenmark et al. focused on the process of gaze shift in
virtual reality and identified the coordination of eye, head, and
body movements [30]. Recently, inspired by the strong link
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between eye and head movements, researchers started to use
both eye and head information in many applications and have
achieved great success. For example, Sidenmark et al. [31]
employed users’ eye and head movements in virtual reality to
improve the accuracy of target selection. Hu et al. predicted
eye fixations in the future using historical gaze positions and
head rotation velocities [19] and proposed to recognise the task
a user is performing from user’s eye and head movements [2].

Despite the fact that both eye and head motions are benefi-
cial for many applications, they have not been studied together
for eye gaze imputation yet. Existing future gaze prediction
methods [19], [28] cannot be directly applied to gaze impu-
tation, since imputation requires bi-directional predictions. To
the best of our knowledge, we are the first to demonstrate that
eye-head coordination can be successfully transferred to the
task of gaze imputation and lead to significant performance
gains.

C. Eye–hand Coordination

Eye–hand coordination refers to the ability to synchronise
visual input with hand movements, enabling precise motor
control guided by visual feedback [32], [33]. This coordination
plays a crucial role in both human perception and action and
has been widely leveraged to design interactive techniques
in XR environments [34], [35]. Beyond interaction design,
eye–hand coordination has also been explored in gaze predic-
tion. For example, Hu et al. [24] analysed multiple datasets
and demonstrated strong correlations between gaze directions
and wrist movements across everyday activities, introducing
Pose2Gaze, a model that predicts gaze direction from full-
body poses. More recently, Hu et al. [29] proposed HOIGaze,
which leverages two-hand gestures and 3D object information
to improve gaze prediction performance during hand–object
interactions.

In stark contrast to these prior works that rely on motion
capture systems for body or hand pose acquisition, HAGI++
utilises head movements from head-mounted devices and
motion data from off-the-shelf wearable devices such as smart-
watches and wristbands. HAGI++ achieves clear performance
gains over previous state-of-the-art methods that depend on
motion capture, demonstrating that meaningful eye–hand-head
coordination can be effectively modelled using readily avail-
able consumer hardware.

D. Time-Series Imputation

In theory, existing time-series imputation methods can be
directly applied to gaze data imputation. Deep learning-
based methods have been shown to outperform statistical
approaches in prior time-series imputation studies. Existing
methods explore various neural network architectures, includ-
ing Convolutional Neural Networks (CNNs) [36], Recurrent
Neural Networks (RNNs) [37], Transformers [38], [39], and
Multilayer Perceptrons (MLPs) [40]. Generative methods such
as Variational Autoencoders (VAEs), Generative Adversarial
Networks (GANs), and diffusion models have also been ex-
plored for time-series imputation, including US-GAN [41],
GP-VAE [42], and CSDI [43].

While these methods offer powerful general-purpose so-
lutions, they are typically designed for single-modal signals
and do not account for the unique characteristics of gaze data
or the availability of complementary head movement signals
in mobile eye tracking. In contrast, HAGI++ is specifically
tailored to the gaze imputation task and is, to our knowledge,
the first to explicitly incorporate head movement information,
with an optional extension to wrist/hand movements captured
by wearable devices. Our approach leverages eye-head co-
ordination as its primary cue and, when wrist/hand signals
are available, can further model eye-hand-head coordination
to enhance gaze imputation performance.

III. HEAD-ASSISTED CONDITIONAL DIFFUSION MODEL
FOR GAZE IMPUTATION

Previous studies have demonstrated that human eye move-
ments are strongly correlated with head movements, a phe-
nomenon known as eye-head coordination [2], [27], [28],
[30], [31]. Most commercially available head-mounted devices
equipped with eye-tracking capabilities are readily fitted with
sensors for tracking users’ head movements. Unlike gaze
data, which inevitably contains missing values [8], [44], head
movements are recorded continuously without any missing
data, provided the sensor remains operational. The key idea
of HAGI++ is to exploit the close coordination between head
and eye movements to impute missing values in gaze data.
At its core, HAGI++ employs a transformer-based diffusion
model conditioned on observed gaze data and time-aligned
head motion, enabling accurate and realistic gaze imputation .
Beyond head signals, the framework is designed to incorporate
additional wrist movements, captured from commodity wear-
able devices such as smartwatches, wristbands, or XR hand
controllers. This extension exploits natural eye-hand coordina-
tion [32], [45] to further enhance imputation performance (see
Section III-B and III-C). Moreover, HAGI++ generalises to
the extreme case of gaze generation (i.e., 100% missing data),
where it synthesises realistic gaze trajectories conditioned on
head motion and, when available, wrist/hand motion captured
by wearable sensors.

A. Problem Definition and Data Preparation

a) Head-assisted gaze imputation: For each gaze se-
quence X = {x1, x2, ..., xL}, we have a corresponding se-
quence of time-aligned head movements H = {h1, h2, ..., hL}
captured by the head-mounted eye trackers. The task is to
predict the gaze directions for missing values within X by
leveraging both the head movements H and the existing
gaze observations in X. Since head movements correspond
to the movements of head-mounted devices, we obtain H by
processing the SLAM poses of the head-mounted device. Let
us denote T l

world, tracker ∈ SE(3) as the pose of the mobile
eye tracker in the world coordinate system at time step l.
The head movement at time step l is represented as the
relative transformation matrix between the SLAM poses at
two consecutive time steps:

hl = ∆T l,l+1
tracker = (T l

world, tracker)
−1T l+1

world, tracker (1)
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Fig. 2: Overview of the training pipeline and model architecture of HAGI++.

For each gaze sample xl, represented as (pitch, yaw), we
normalise the values to the range [0, 1] using a sine transfor-
mation before further processing.

b) Extension to wrist/hand movements.: When additional
time-aligned signals from wrist-worn or hand-held devices
(e.g., smartwatches, wristbands, or XR controllers) are avail-
able, the definition naturally extends to include an auxiliary
modality W = {w1, w2, . . . , wL} of wrist/hand movements.
Since both gaze and head are represented in the tracker-centric
coordinate system, we express wrist motion at time step l
relative to the eye tracker. For example, consider a smart
wristband worn on the left hand, with pose T l

world, band ∈ SE(3)
at time step l. The relative transformation is then defined as:

wl = T l
tracker, band =

(
T l

world, tracker

)−1
T l

world, band. (2)

This formulation allows HAGI++ to exploit eye–head–hand
coordination for gaze imputation.

B. HAGI++ Diffusion Process

At the core of HAGI++ lies a conditional diffusion model
that performs gaze imputation by exploiting the strong corre-
lations between eye and head movements, and optionally wrist
movements when available. Although diffusion models have
recently demonstrated strong performance in general time-
series imputation tasks [43], they have not yet been adapted
to handle multi-modal signals that exhibit natural eye–head
coordination, such as the coupled dynamics of gaze and head
motion.

To this end, we design a motion-conditioned diffusion
framework that integrates head movements and, in our
wrist/hand extension, wrist movements throughout the denois-
ing process. These movements can be readily captured using
commodity wearable devices, enabling practical deployment in
real-world scenarios. Let x0 denote the input gaze sequence,
with xco

0 and xta
0 representing the observed and target parts,

respectively, separated by a randomly generated binary ob-
servation mask. The forward diffusion process in HAGI++
follows the same formulation as CSDI [43]. Given B as the
sequence of head movements and any available wrist/hand
movements captured by wearable sensors, corresponding to
x0, the reverse process of HAGI++ is formulated as follows:

pθ
(
xta
t−1 | xta

t ,xco
0 ,B

)
= N

(
xta
t−1;µθ (x

ta
t , t | xco

0 ,B) , σθ (x
ta
t , t | xco

0 ,B) I
)

(3)
As with standard denoising diffusion models [43], [46]–

[50], the training objective of HAGI++ is to accurately predict
the added noise at diffusion time step t:

L =
∥∥ϵt − ϵθ

(
xta
t , t | xco

0 ,B
)∥∥

2
(4)

Figure 2 shows the HAGI++ training pipeline. The sum-
marisations of HAGI++’s training and sampling procedures
can be found in the supplementary.

C. HAGI++ Architecture

Figure 2 shows an overview of the HAGI++ architec-
ture. The primary challenge lies in effectively integrating
information from head movements and optional wrist/hand
movements captured by commodity wearable devices with
the observed gaze sequence xco

0 to accurately reconstruct
the missing gaze samples xta

0 . To this end, we design a
transformer-based diffusion model that captures cross-modal
dependencies between eye and head representations and can
optionally incorporate wrist motions to exploit gaze–wrist
coordination in settings where such signals are available. We
additionally include a FiLM-based skip-fusion mechanism that
re-injects the motion context at each Transformer block. This
design enables HAGI++ to learn a more coherent correlation
between head and gaze dynamics, leading to more accurate
and realistic gaze imputation.

Input mapping. As outlined in Sections III-A, the input
gaze data is represented as a sequence of (pitch, yaw) with
shape (L, 2), where L denotes the sequence length. The input
gaze data is then divided into the observed gaze xco

0 ∈ RL×2

and the noisy target part xta
t ∈ RL×2 using a randomly

generated mask and noise addition.
The head movements captured by the mobile eye tracker are

denoted as H ∈ RL×4×3, consisting of a sequence of trans-
formations hl = [R, t] ∈ R4×3, where R ∈ R3×3 represents
head rotation and t ∈ R1×3 corresponds to head translation.
Following established practice for processing transformation
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matrices [51], each transformation is first flattened into a 12-
dimensional vector, after which we apply Fourier positional
encoding to obtain the encoded head movements H ∈ RL×12.

When additional wrist or hand movements W ∈ RL×4×3

are available, we apply the same Fourier encoding to W.
For each input modality, including the binary observation

mask M, we project the features into a shared latent space
of dimension D = 64 using a multilayer perceptron (MLP)
followed by a GELU activation. To preserve temporal order,
sinusoidal positional encodings [52] of shape (L,D) are added
to each projected sequence, except for the observation mask.
The noisy and observed gaze features are then concatenated
along the feature dimension to form a unified gaze tensor
G ∈ RL×2D. Finally, the projected head features, conditional
mask, and—when available—wrist/hand-motion features are
concatenated along the feature dimension to form a unified
motion context tensor B ∈ RL×Dmotion , where Dmotion =
Nmotion × D and Nmotion denotes the number of conditional
modalities. This motion context serves as auxiliary input to
guide the gaze imputation process.

Transformer block. At the core of the HAGI++ architecture
lies a stack of N transformer blocks. In each block, we first
map the diffusion step t to the same dimension as the gaze
tensor G and merge it via element-wise addition, enabling
the model to adapt its denoising behaviour according to the
current diffusion timestep.

a) Within-gaze correlation.: The gaze features (of di-
mension 2D) undergo multi-head self-attention to capture
temporal dependencies within the gaze sequence. Layer nor-
malisation is applied before attention, and the output is added
to the input via a residual connection.

b) Cross-modality correlation.: Since prior work has
shown that cross-attention effectively captures relationships
between different modalities [29], we introduce a multi-head
cross-attention mechanism that attends from the gaze features
(queries of dimension 2D) to the motion context tensor
(keys and values of dimension Dmotion). The query, key, and
value tensors are independently normalised before attention
computation using separate layer normalisation layers. This
mechanism allows the model to dynamically attend to the
most relevant motion cues at each timestep, thereby fusing
multimodal information for more accurate gaze imputation.

Similar to a standard Transformer [52], the attended features
are further refined by a feed-forward network (FFN) with
GELU activation.

c) Hybrid fusion mechanism.: Information from the mo-
tion context can become attenuated as it propagates through
successive linear and nonlinear transformations within the
feed-forward network. To preserve this conditioning signal,
inspired by the skip connections in ResNet [53], we add a skip
fusion mechanism that re-injects head and optional wrist/hand
information at each Transformer block via feature-wise linear
modulation (FiLM) [54]. This module provides an additional
path for motion conditioning.

Specifically, after input mapping, the motion features (head
and wrists) are mean-pooled over the temporal dimension
and concatenated, then projected to dimension D to form a
global context vector C ∈ RD. This context is passed through

a learned projection to produce scale and shift parameters
γ(C), β(C) ∈ R2D. These parameters modulate the layer-
normalised features: FiLM(K,C) = LN(K)⊙ (1 + γ(C)) +
β(C), where K is the enhanced feature after the FFN. The
modulated features are then passed through an output projec-
tion layer and added to the output of the FFN.

Output projection. The output from the final Transformer
block is projected through an MLP to predict the added noise
estimate, which is used in the reverse diffusion process to
iteratively reconstruct the imputed gaze sequence.

D. Gaze Generation

Gaze generation can be seen as a special case of gaze
imputation, where the missing ratio reaches 100%. In this
setting, no gaze observations are available, and the model
must synthesise an entire gaze trajectory from auxiliary motion
signals alone. By removing the observed gaze input and the
corresponding conditional mask, HAGI++ naturally functions
as a conditional generative model that produces realistic gaze
sequences based solely on head movements and, when avail-
able, wrist/hand-motion signals.

IV. EXPERIMENTS - HEAD-ASSISTED GAZE IMPUTATION

We first conducted experiments to evaluate the performance
of HAGI++ on head-assisted gaze imputation.

A. Datasets

We evaluate HAGI++ on three large-scale egocentric
datasets containing mobile eye tracking and head motion
during everyday activities.

Nymeria [20] is the largest in-the-wild human motion
dataset, providing 30 Hz gaze, head motion, wrist motion. We
use it for training and testing, selecting recordings with well-
calibrated personalised gaze and valid eye tracker poses. The
data are split into 80% training (593 recordings, 145.8 h), 5%
validation (38 recordings, 8.4 h), and 15% test (111 recordings,
28.7 h).

Ego-Exo4D [21] offers synchronised egocentric and exo-
centric recordings of skilled activities. Its egocentric subset
includes 30 Hz gaze and SLAM-derived head poses. We use
all 72 well-calibrated recordings (4.6 h) for cross-dataset eval-
uation.

HOT3D [22] focuses on hand–object interactions in in-
door environments. We use all 111 well-calibrated egocentric
recordings (3.48 h) with gaze and SLAM poses for cross-
dataset evaluation.

B. Evaluation Settings

a) Baselines: We compared HAGI++ against several
baseline approaches. These include Head direction as proxy
[18], [24], widely used interpolation methods for gaze im-
putation, including Linear interpolation and Nearest interpo-
lation, as well as state-of-the-art deep learning-based time-
series imputation techniques: iTransformer [38], DLinear [40],
TimesNet [36], BRITS [37] and CSDI [43]. In addition,
we compared with Pose2Gaze [24], the state-of-the-art gaze



JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2021 6

generation method that predicts the full gaze sequence without
access to observed gaze from full body poses. Its performance
is evaluated on the same missing frames as other imputation
models.

Moreover, we compare HAGI++ with its predecessor,
HAGI [25], to highlight the improvements introduced by the
newly proposed architecture.

b) Input duration.: We chose five seconds as the duration
for all inputs, same as prior gaze-based deep learning models
[55], [56]. We clipped the gaze recordings in the Nymeria
dataset into non-overlapped five-second segments according
to the time stamps in the atomic motion descriptions. For
the Ego-Exo4D and HOT3D datasets, we ignored the data
within the very first and last second in each recording to
ensure the data quality and clipped the recording into non-
overlapping five-second segments. Following prior work [55],
all segments with more than 5% invalid gaze samples were
discarded. To ensure the model only learns to reconstruct real
gaze movements, all the remaining invalid gaze samples were
excluded from the loss computation during training.

c) Data loss ratio.: The selected data loss ratios were
informed by blink duration statistics and missing data ratios
reported in prior research: Blinks occur approximately 20
times per minute, with each blink lasting between 150–450
milliseconds [57], [58]. Consequently, up to 10% missing
data can be attributed solely to blinks [8]. Additionally, prior
studies have reported missing data ratios ranging from 20%
to 60% [59]–[61]. Moreover, an empirical research shows that
consecutive missing values last 1,325 milliseconds on average
with the standard deviation of 4,076 milliseconds, and the
majority of the missing segments are shorter than 1 second
[62]. Based on these findings, we evaluated HAGI++ under
missing data conditions of 10%, 30%, and 50%. Furthermore,
to assess HAGI++’s robustness in extreme scenarios, we also
tested it with 90% missing data. Since the longest blink
duration (450 ms) corresponds to approximately 10% of our
five-second input window, we primarily evaluated HAGI++
on long blinks using a 10% missing ratio. Specifically, for
each gaze trajectory, we randomly masked a continuous 10%
segment of valid data. For 30% and 50% missing ratios, we
simulated real-world data loss by ensuring that each masked
segment lasted at least 150 milliseconds, corresponding to
the shortest blink duration. For the 90% missing ratio, we
simulated an extreme case in which 90% of the sequence was
continuously missing, reflecting real-world scenarios involving
prolonged gaze loss as reported by [62].

d) Evaluation metrics.: We used two metrics for evalu-
ation:
• Mean Angular Error (MAE): MAE is the most commonly

used evaluation metric in previous gaze estimation research
[18], [24], [28]. It measures the angular difference (in
degrees) between the predicted and the ground truth gaze
vectors.

• Jensen–Shannon divergence (JS): While MAE evaluates
the accuracy of gaze direction reconstruction, it does not
assess whether the imputed gaze movements exhibit realistic
human gaze dynamics. To address this, we incorporated
JS divergence to measure the velocity distribution between

Nymeria Data loss ratio

10% 30% 50% 90%

Head direction 23.32 23.43 23.44 23.44

Pose2Gaze [24] 13.01 13.05 13.05 13.07

Linear 4.96 6.88 9.68 11.54
Nearest 5.29 6.52 8.34 12.61

iTransformer [38] 8.75 11.10 16.57 24.05
DLinear [40] 12.12 12.25 12.97 14.01
TimesNet [36] 19.53 18.59 20.32 22.91
BRITS [37] 10.25 11.98 14.06 17.58
CSDI [43] 4.72 5.90 7.44 10.54

HAGI 3.67 4.55 5.77 8.53
HAGI++ 3.54 4.40 5.58 8.18

TABLE I: MAE of gaze imputation across different methods
and data loss ratios on the Nymeria [20] test set. The best
results are marked in bold, and the second-best are underlined.

generated data and human data. JS divergence ranges be-
tween zero and one, with lower values indicating better
performance.

A good gaze imputation method should achieve lower JS on
the basis of lower MAE.

e) Implementation details.: All datasets used in our
experiments provide gaze data at 30 Hz, and we set the input
duration to five seconds, resulting in a total sequence length
of L = 150. For HAGI++, we set the number of transformer
blocks to N = 4 and the number of attention heads to eight
for self-attention and cross-attention mechanism. The diffusion
process consisted of T = 50 steps, using a cosine noise
schedule with a minimum noise level of 1 − α1 = 10−4 and
a maximum noise level of 1 − αT = 0.5. The training was
conducted for 500 epochs with a batch size of 256, using the
AdamW optimizer with an initial learning rate of 10−3, which
decayed to 10−4 at epoch 375 and further to 10−5 at epoch
450.

All deep learning-based methods were trained on the
Nymeria training set, and we selected the best-performing
model on the validation set for the final evaluation. For
Pose2Gaze, we adapted the input body poses to the 23-joint
format provided in the Nymeria. For generative models that
do not produce deterministic outputs, we followed [43] and
used the median of 100 generated samples for evaluation.

C. Gaze Imputation Results
a) Quantitative results.: Table I presents the MAE of

gaze imputation across different methods and missing ratios
for within-dataset evaluation on the Nymeria test set. As
shown in the table, HAGI++ consistently outperforms all
baselines across all levels of missing data. Furthermore, the
additional on average 3.6% improvement over HAGI across
all missing ratios demonstrates that the new model architecture
more effectively captures eye–head coordination. To verify that
these improvements are statistically meaningful, we conducted
paired Wilcoxon signed-rank tests on per-sequence angular
errors. The performance gains of HAGI++ over both HAGI
and CSDI were statistically significant across all missing ratios
(p < 0.001).
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Nymeria Data loss ratio

10% 30% 50% 90%

Head direction 0.139 0.137 0.139 0.146

Linear 0.129 0.078 0.089 0.150
Nearest 0.081 0.073 0.103 0.135

CSDI [43] 0.044 0.042 0.037 0.030

HAGI 0.042 0.040 0.035 0.017
HAGI++ 0.045 0.042 0.036 0.017

TABLE II: JS of gaze imputation across different methods and
data loss ratios on the Nymeria [20] test set. The best results
are marked in bold, and the second-best are underlined.

In contrast, except for CSDI, time-series imputation meth-
ods did not achieve performance comparable to traditional
interpolation methods. This suggests that these time-series
imputation methods cannot be directly adapted to gaze data
without modification. Similarly, because Pose2Gaze cannot
see any observed gaze context, it also performed worse than
traditional interpolations. Consequently, we excluded these
methods from further evaluations (see our supplementary
materials if interested).

Table II shows the JS of gaze imputation across different
methods and data loss ratios, also on the Nymeria test set. The
velocity distributions of gaze imputed by HAGI++ achieve
performance on par with HAGI across all experimental set-
tings. This demonstrates that HAGI++ preserves the natural
dynamics of human gaze while simultaneously achieving the
lowest MAE, offering both higher accuracy and greater biolog-
ical plausibility. In contrast, traditional interpolation methods
perform substantially worse in replicating human-like eye
movements than diffusion-based approaches.

We then conducted a cross-dataset evaluation on the Ego-
Exo4D and HOT3D datasets to assess whether HAGI++ can
generalise to diverse everyday settings. The results are shown
in Table III. Similar to the results on the Nymeria dataset, de-
spite HAGI++ not being trained or fine-tuned on these datasets,
it achieved the lowest MAE across all methods and missing
ratios. Moreover, the additional 2.4% average improvement
over HAGI across all missing ratios demonstrates that the new
model architecture more effectively captures eye–head coordi-
nation. These improvements were also statistically significant
according to paired Wilcoxon signed-rank tests conducted on
the Ego-Exo4D and HOT3D datasets (all p < 0.001). Finally,
HAGI++ attained a comparable JS divergence to HAGI, indi-
cating that its imputed gaze velocity distribution remains close
to the natural human gaze dynamics. Moreover, it is worth
noting that in the cross-dataset evaluation, the absolute MAE
across different missing ratios did not decrease compared with
the within-dataset results on the Nymeria dataset (see Table I).
This suggests that HAGI++ learns robust correlations between
eye and head movements that generalise well across datasets
featuring diverse everyday activities and environments.

b) Qualitative results.: We present four sample gaze
imputation results from the cross-dataset evaluation for five
best-performing methods in Figure 3. HAGI++ benefits from
the incorporation of head movement information, producing

imputed gaze trajectories that more closely follow the ground-
truth human eye movements both spatially and temporally.
Even in the challenging scenario with 90% missing values,
both HAGI++ generate gaze samples that remain well aligned
with the ground truth. This suggests that leveraging head
movements provides valuable contextual information for gaze
imputation, enabling HAGI++ to generate more naturalistic
and human-like gaze trajectories than baselines, aligning with
results of MAE in Table III. In contrast, the gaze trajectories
imputed by traditional interpolation methods are visually dis-
similar to real human eye movements. This visual assessment
aligns with the JS values reported in Table III. Although
CSDI achieved a low JS score in Table III, its imputed gaze
data exhibits substantial spatial deviation from real human eye
movements.

D. Head Rotation vs. Translation.

The results so far indicate that incorporating head infor-
mation allows HAGI++ to outperform single-modal baselines.
However, head movements contain both rotation and trans-
lation, and their individual contributions to gaze imputation
remain unclear. To investigate this, we trained two ablated
variants of HAGI and HAGI++: one using only head rotation
matrices and another using only head translation vectors.

The results are shown in Table IV. Since prior work [56],
[63] and our previous findings demonstrated that diffusion-
based approaches effectively model gaze velocity distributions,
we report only the MAE. Compared with CSDI, which does
not use head information, HAGI++ trained with only head
rotation achieves lower MAE across all settings, and the
translation-only variant performs better in most cases. This
indicates that both rotation and translation provide useful
predictive cues and contribute to performance gains. Moreover,
head rotation consistently outperforms translation, suggesting
it plays a stronger role in gaze imputation. The full HAGI++,
which uses the complete head transformation, surpasses both
ablations, demonstrating the benefit of leveraging the full head
motion. Notably, even the rotation-only variant outperforms
HAGI, highlighting the advantages of the new architecture.

E. Head–Gaze Discrepancy vs. HAGI++ Performance

A common concern in egocentric gaze modelling is whether
gaze can be approximated by head orientation alone. To
investigate this, we analyse the relationship between head–
gaze discrepancy and HAGI++ prediction error on the three
datasets. For each test sequence, we compute the MAE be-
tween the ground-truth gaze and the head proxy, as well
as the MAE between the ground-truth gaze and HAGI++
predictions on masked frames. Figure 4 plots HAGI++ pre-
diction error against head-proxy error under different missing
ratios. HAGI++ prediction error remains relatively stable as
head–gaze discrepancy increases, rather than following the
head-proxy baseline. This indicates that HAGI++ does not
simply learn a head-direction prior, but instead captures eye–
head coordination to recover gaze behaviour even when gaze
substantially deviates from head orientation.
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Mean angular error (MAE) Jensen–Shannon divergence (JS)

Dataset Ego-Exo4D HOT3D Ego-Exo4D HOT3D
Data loss ratio 10% 30% 50% 90% 10% 30% 50% 90% 10% 30% 50% 90% 10% 30% 50% 90%

Head direction 25.82 25.76 25.88 25.82 23.63 23.81 23.70 23.73 0.126 0.125 0.124 0.131 0.148 0.148 0.147 0.145
Linear 3.92 5.54 7.90 9.29 3.87 5.64 7.80 8.98 0.094 0.085 0.073 0.135 0.277 0.102 0.096 0.148
Nearest 4.18 5.18 6.68 10.13 4.14 5.23 6.61 9.86 0.062 0.066 0.081 0.121 0.080 0.081 0.100 0.135
CSDI [43] 3.78 4.78 6.07 8.91 3.67 4.69 5.85 8.28 0.042 0.041 0.033 0.026 0.052 0.051 0.042 0.029

HAGI 3.06 3.80 4.86 7.37 3.01 3.91 4.99 7.34 0.040 0.041 0.033 0.024 0.049 0.050 0.040 0.021
HAGI++ 2.98 3.73 4.76 7.08 2.94 3.84 4.86 7.19 0.044 0.043 0.034 0.023 0.055 0.053 0.042 0.022

TABLE III: Cross-dataset evaluation results: MAE and JS of gaze imputation across different methods and data loss ratios on
the Ego-Exo4D [21] and HOT3D [22] datasets. The best results are marked in bold, and the second-best are underlined.

Fig. 3: Four examples of gaze imputation results at different missing ratios (10%, 30%, 50%, 90%) using different methods
in the cross-dataset evaluation.

F. Efficiency Comparison

Since real-time imputation during data collection is a po-
tential application, we compared GPU memory usage and
inference time for imputing a batch of 512 five-second gaze
sequences across the three best-performing methods. All mod-
els were run with the same inference script on a single
NVIDIA Tesla V100 (32 GB) GPU. As shown in Table
V, HAGI++ requires substantially less memory and achieves
faster inference than the baselines, while also delivering the
most accurate gaze predictions.

G. Ablation Study

We conducted an ablation study to assess the contribution
of the key components in HAGI++. As shown in Table VI,
incorporating head information yields a substantial 19.6%
average improvement over the gaze-only variant. Adding the
FiLM-based skip fusion further improves average MAE by
0.7%. Even the gaze-only and head-only variants remain
strong over baselines, underscoring the robustness of the
underlying diffusion architecture and the importance of head-
motion conditioning.
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Head movements Nymeria Ego-Exo4D HOT3D
Rotation Translation 10% 30% 50% 90% 10% 30% 50% 90% 10% 30% 50% 90%

CSDI [43] % % 4.72 5.90 7.44 10.54 3.78 4.78 6.07 8.91 3.67 4.69 5.85 8.28

HAGI
% ! 4.66 5.75 7.29 10.47 3.72 4.63 5.91 8.79 3.60 4.57 5.74 8.19
! % 4.41 5.36 6.66 9.56 3.55 4.35 5.43 8.23 3.42 4.33 5.38 7.79
! ! 3.67 4.55 5.77 8.53 3.06 3.80 4.86 7.37 3.01 3.91 4.99 7.34

HAGI++
% ! 4.65 5.79 7.34 10.65 3.74 4.63 5.89 8.78 3.61 4.60 5.75 8.38
! % 3.60 4.48 5.69 8.42 3.02 3.79 4.86 7.36 2.95 3.88 4.95 7.36
! ! 3.54 4.40 5.58 8.18 2.98 3.73 4.76 7.08 2.94 3.84 4.86 7.19

TABLE IV: The MAE results of the ablation study on head rotation and translation across different data loss ratios in the
Nymeria [20], Ego-Exo4D [21], and HOT3D [22] datasets. The best results are marked in bold, and the second-best are
underlined.

Fig. 4: Head–gaze discrepancy vs. HAGI++ prediction error.
Each panel shows one dataset. x-axis: MAE between the head
proxy and GT gaze (per sequence). y-axis: MAE between
HAGI++ and GT gaze on masked frames. The dashed diagonal
is the baseline where the head direction is a proxy of gaze.
Colored curves show HAGI++ at four missing ratios; shaded
regions are the standard deviation across sequences within
each head-proxy bin. HAGI++ errors remain low and largely
flat as head-proxy error increases, demonstrating that our
predictions do not simply replicate head orientation.

Memory (MB) Inference Time (s)

CSDI [43] 3848 4.895
HAGI 4380 7.484
HAGI++ 2608 3.455

TABLE V: The GPU memory consumption and inference time
for three methods tested on one Nvidia Tesla V100 (32GB)
GPU with a batch size of 512 during inference. The best results
are marked in bold, and the second-best are underlined.

V. EXPERIMENTS – HEAD–WRIST-ASSISTED GAZE
IMPUTATION

Given the known correlation between hand and eye move-
ments [32], [45] and the availability of wrist or hand motion
data from common wearable devices, we extend HAGI++ by
incorporating wrist movements as an additional modality. This
experiment examines whether wrist information can further
improve gaze imputation beyond head-assisted modelling.

A. Datasets

The Nymeria dataset [20] provides synchronised wrist mo-
tion data from two wristbands, making it suitable for our
experiments. We use a subset containing 145.1h of training

data, 8.3h for validation, and 28.7h for testing, after exclud-
ing recordings without valid wrist signals. Given its scale
and the strong generalisation of HAGI++ observed in earlier
experiments, all evaluations in this section are conducted on
Nymeria.

B. Evaluation Settings

We adopted the same input duration, data loss ratios, and
evaluation metrics as described in Section IV. Since the
dataset used here remains largely unchanged, we compared our
method only against HAGI [25], which achieved the second-
best performance in the previous experiments.

To evaluate performance across different real-world usage
scenarios, we trained several variants of HAGI++: head only,
head + one wrist, head + two wrists. All models were trained
using the same hyperparameters as in Section IV.

C. Gaze Imputation Results

Since all compared methods are diffusion-based and can
model gaze velocity distributions, we report only the MAE,
as shown in Table VII.

Incorporating wrist information further improves perfor-
mance, especially under high missing ratios. For example, at
90% data loss, using both wrists yields a 3.5% improvement
over the head-only variant. When the missing ratio is low
(e.g., 10%), all variants perform similarly. This suggests that
eye–head coordination dominates short gaps (e.g., within typ-
ical blink durations), whereas eye–hand coordination becomes
more informative over longer missing intervals.

VI. EXPERIMENTS – GAZE GENERATION

When the data loss ratio reaches 100%, the gaze imputation
task becomes gaze generation. As described in Section III-D,
HAGI++ can be adapted to this setting with only minor
changes. Generating gaze directly from head motion and
optional wrist/hand motion captured by commodity wearables
also offers a practical solution for XR devices such as the
Meta Quest 3, which lack built-in eye tracking. Under the
same 100% missing-data setting, we also evaluate whether
the generated 3D gaze directions can support egocentric gaze
estimation when projected onto the image plane.
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HAGI++ components Nymeria Ego-Exo4D HOT3D
Head information FiLM fusion 10% 30% 50% 90% 10% 30% 50% 90% 10% 30% 50% 90%

CSDI [43] % % 4.72 5.90 7.44 10.54 3.78 4.78 6.07 8.91 3.67 4.69 5.85 8.28

HAGI ! % 3.67 4.55 5.77 8.53 3.06 3.80 4.86 7.37 3.01 3.91 4.99 7.34

HAGI++ (Ours)
% % 4.61 5.74 7.27 10.38 3.70 4.61 5.92 8.78 3.58 4.56 5.72 8.23
! % 3.55 4.42 5.61 8.24 2.99 3.75 4.79 7.18 2.96 3.86 4.90 7.26
! ! 3.54 4.40 5.58 8.18 2.98 3.73 4.76 7.08 2.94 3.84 4.86 7.19

TABLE VI: The ablation study results (MAE) on different HAGI++ components across different data loss ratios in the Nymeria
[20], Ego-Exo4D [21], and HOT3D [22] datasets. The best results are marked in bold, and the second-best are underlined.

Nymeria Data loss ratio

10% 30% 50% 90%

HAGI 4.01 4.94 6.34 9.17
HAGI++ 3.53 4.41 5.67 8.17
HAGI++ + Left Wrist 3.52 4.34 5.52 7.98
HAGI++ + Right Wrist 3.61 4.48 5.68 8.09
HAGI++ + Two Wrists 3.54 4.34 5.49 7.88

TABLE VII: MAE across different methods and data loss
ratios on the Nymeria (Wrist) test set [20]. The best results
are marked in bold, and the second-best are underlined.

Nymeria MAE JS

Pose2Gaze [24] 13.09 0.238

HAGI++ 11.65 0.138
HAGI++ + Left Wrist 11.28 0.153
HAGI++ + Right Wrist 10.98 0.156
HAGI++ + Two Wrists 10.79 0.064

TABLE VIII: MAE and JS of gaze generation across different
methods on the Nymeria (Wrist) test set [20]. The best results
are marked in bold, and the second-best are underlined.

A. Three-point Gaze Generation

a) Evaluation Settings: We evaluate HAGI++ for gaze
generation using the dataset introduced in Section V. We
used the same input duration and evaluation metrics as in
Sections IV and V, with the data loss ratio set to 100%.
To examine different practical configurations, we trained three
variants of HAGI++: head only, head + one wrist, and head +
two wrists. All models were trained using the same hyperpa-
rameters as in Section IV.

We compared HAGI++ with:
• Pose2Gaze [24]: Predicts gaze from head orientation and

full-body poses using a CNN and GCN, and has been shown
to outperform prior head-only gaze-generation methods [18],
[19]. Note that full-body pose capture remains challenging
in real-world settings.
We did not include HOIGaze [29], as it requires precise

hand gestures and the 3D data of objects, which are not avail-
able in Nymeria and are difficult to obtain with commodity
wearables.

b) Quantitative results.: The quantitative results are pre-
sented in Table VIII. All variants of HAGI++ achieved lower
MAE and JS divergence than Pose2Gaze, indicating more ac-
curate and more human-like gaze generation. The three-point

Wrist movements MAE JS
Rotation Translation

HAGI++ % % 11.65 0.138
HAGI++ + Two Wrists % ! 11.46 0.145
HAGI++ + Two Wrists ! % 11.35 0.129
HAGI++ + Two Wrists ! ! 10.79 0.064

TABLE IX: The ablation study results of wrist rotation and
translation on the Nymeria [20] (Wrist) test set. The best
results are marked in bold, and the second-best are underlined.

variant (Head + Two Wrists) performs best, improving MAE
by 17.6% over Pose2Gaze (10.79 vs. 13.09) and achieving the
lowest JS divergence (0.064). This shows that jointly leverag-
ing eye–head–hand coordination enables HAGI++ to generate
more accurate and biologically plausible gaze trajectories.

The two-point variants (Head + Left/Right Wrist) yield
slightly lower MAE than the head-only model but higher JS
divergence, suggesting that wrist motion provides useful spa-
tial cues while introducing minor velocity distributional noise.
Overall, these results confirm that multi-point motion signals
from the head and wrists offer complementary information for
generating realistic and temporally consistent gaze trajectories.

c) Qualitative results.: Figure 5 visualises the gaze
generation results of different HAGI++ variants alongside
Pose2Gaze, which requires full-body pose input. All variants
of our method achieve higher accuracy using only signals from
commodity wearable devices. In the first three rows, the three-
point HAGI++ yields the lowest MAE, indicating strong eye–
hand–head coordination during these periods. In contrast, in
the last row, the head-only variant performs best, suggesting
that head movements dominate the coordination pattern at that
time. Additional randomly selected qualitative video examples
are provided in the supplementary materials.

d) Wrist Rotation vs. Translation.: The results above
show that adding wrist motion improves HAGI++ beyond
the head-only model. To isolate the contribution of each
component, we trained two ablations using only wrist rotations
or only wrist translations.

As shown in Table IX, both variants reduce MAE relative to
the head-only baseline, indicating that rotation and translation
each provide useful cues. Their JS divergences remain similar,
whereas combining both signals yields further accuracy gains
and lowers JS divergence to 0.064. This demonstrates that
wrist rotation and translation offer complementary informa-
tion that enhances eye–head–hand coordination modelling in
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Fig. 5: Visualisation of gaze generation results from the one-point, two-point, and three-point variants of HAGI++, compared
with the state-of-the-art Pose2Gaze [24], which requires full-body pose input. Our method achieves higher accuracy using only
signals from commodity wearable devices. Additional video results are provided in the supplementary materials.

HAGI++.

B. Egocentric Gaze Estimation

Given the transformation between the gaze and camera
coordinate systems, together with the camera intrinsics, the
predicted 3D gaze directions can be projected onto the image
plane for egocentric gaze estimation.

a) Evaluation Settings.: Most existing egocentric gaze
estimation methods [64]–[66] formulate the task as frame-wise
gaze heatmap prediction and typically operate at relatively
low frame rates (up to 8 Hz) due to their computational
requirements. We therefore compared against EgoM2P [23],
a recent state-of-the-art foundation model that predicts 30
Hz gaze trajectories from 8 Hz egocentric video and has
demonstrated superior performance over prior approaches.

Following the evaluation protocol of EgoM2P [23], we use
two-second input sequences and conduct a cross-dataset eval-
uation on Ego-Exo4D. HAGI++ was trained on the Nymeria
dataset described in Section V, with all training sequences
reformatted to two-second windows, and evaluated on Ego-
Exo4D without fine-tuning. Since Ego-Exo4d does not contain
wrist motions, we only evaluated the head-only HAGI++.

We report the mean angular error (MAE) of the predicted
3D gaze vectors. Following EgoM2P [23], we additionally
project both predicted and ground-truth gaze directions onto
the image plane, normalise the coordinates to [0, 1], and report
the mean squared error (MSE).

b) Results.: HAGI++ outperforms EgoM2P on both eval-
uation metrics, achieving a lower MAE (12.42◦ vs. 13.47◦)
and a lower MSE (0.0075 vs. 0.0097). Notably, HAGI++ uses
only head-motion signals captured by commodity wearable
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devices, whereas EgoM2P relies on egocentric video input.
Despite not using any visual information, our method achieves
superior performance, suggesting that head movements contain
rich information for inferring gaze behaviour through eye–
head coordination. These findings indicate that exploiting
eye–head coordination can substantially reduce reliance on
computationally intensive video modalities while maintaining
accurate gaze estimation, making it a promising direction for
efficient gaze-enabled XR systems.

VII. DISCUSSION

A. Performance

a) Gaze Imputation.: Across all evaluations, HAGI++
consistently achieves lower MAE and produces gaze trajecto-
ries that more closely resemble natural human eye movements.
It outperforms all baselines both quantitatively (Tables I, III)
and qualitatively (Figure 3). On average, HAGI++ reduces
MAE by 24.45% compared with the previous state of the
art. Notably, its MAE at 30% missing data is lower than
baseline MAEs at 10%, and its MAE at 50% missing data is
comparable to baselines at 30%, indicating that HAGI++ can
tolerate roughly 20% more missing data while maintaining
similar accuracy. Moreover, as shown in Table V, HAGI++
is more memory-efficient and faster at inference, making it
well-suited for real-world mobile eye-tracking applications.

b) Gaze Generation.: HAGI++ can also be applied to
gaze generation. As shown in Section VI-A, all variants of
HAGI++ outperform prior state-of-the-art methods that rely on
full-body motion capture, achieving MAE improvements from
11.0% (head only) to 17.6% (three-point) and lower JS diver-
gence. This demonstrates that HAGI++ can synthesise accurate
and biologically plausible gaze trajectories using only head
and wrist signals—inputs readily obtainable from commodity
wearables such as XR headsets and smartwatches—making it
a practical solution for everyday gaze generation scenarios.
When the generated 3D gaze directions are projected for ego-
centric gaze estimation, HAGI++ also outperforms EgoM2P
using only head-motion input, suggesting that eye–head coor-
dination provides strong cues even without egocentric video.

B. Head Rotation vs. Translation

To examine the separate contributions of head rotation and
translation, we conducted an ablation study. As shown in
Table IV, both components improve gaze imputation, but head
rotation has a notably stronger effect. This aligns with findings
in vestibular research: dynamic visual acuity is primarily gov-
erned by the rotational vestibulo-ocular reflex (VOR), while
translational VOR is less effective [67]. These results confirm
that head rotation plays a more dominant role in eye–head
coordination.

C. Eye–Hand–Head Coordination

As shown in Table VII, adding wrist information yields
little MAE improvement at low missing ratios (10%–30%),
where performance remains similar to the head-only variant.
This suggests that over short time windows, gaze is primarily

coupled with head motion, while hand motion contributes
minimally. As the missing duration increases, wrist signals
become more informative, leading to clear gains at 90% and
100% missingness (Tables VII and VIII). Under the 100% set-
ting, using both wrists improves both MAE and JS divergence
over the head-only model. Our ablation study further shows
that wrist rotation and translation each provide complementary
cues. Together, these findings highlight the synergistic role
of eye–head–hand coordination, which HAGI++ effectively
exploits to generate more accurate and natural gaze behaviour.

D. Generalisability and Application

As shown in Section IV-C, HAGI++ maintains its MAE in
cross-dataset evaluations, indicating strong generalisability and
enabling deployment without retraining when SLAM poses
are available. Even with only head rotation, HAGI++ still out-
performs existing methods, making it suitable for mobile eye
trackers that rely solely on IMU data. Although real-world data
include natural 0–50 ms head–gaze delays, HAGI++ remains
robust, underscoring its practicality.

HAGI++ supports three key applications: (1) post-
processing to impute missing gaze samples for downstream
machine learning models; (2) synthesising gaze for devices
without eye tracking, including digital human animation and
egocentric gaze estimation; and (3) imputing missing values
at arbitrary positions within a 5-second window, enabling
continuous correction after an initial warm-up. While current
inference speed limits real-time use (Table V), future optimi-
sation will enable applications such as gaze-based selection,
foveated rendering, and attention-aware interfaces.

E. Limitations and Future Work

HAGI++ is evaluated only on egocentric mobile eye-
tracking datasets. Although this reflects common real-world
use, future work will explore its applicability to desktop setups
with stationary eye trackers. Our method operates at 30 Hz,
while higher-frequency imputation is feasible given high-rate
head-tracking sensors, this would require retraining and is
currently limited by available datasets. In addition, although
improving over the prior method [24], gaze generation under
the challenging 100% missing setting still shows a consid-
erable gap to the ground truth, and further improving its
prediction accuracy remains important for future work.

Although our task assumes synchronised head and eye data,
the datasets used contain natural 0–50 ms delays, and HAGI++
remains robust. Future work will examine tolerance to larger
misalignments common in practical systems.

Finally, we rely solely on motion signals from wearable de-
vices. Since modern mobile eye trackers also provide egocen-
tric video, and gaze is strongly influenced by visual context,
we plan to integrate video information to jointly model scene
content and body motion.

VIII. CONCLUSION

We introduced HAGI++, a multi-modal diffusion-based
approach for gaze imputation that leverages eye–head coor-
dination to reconstruct missing gaze samples in a biologically
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plausible manner. Across three large-scale egocentric datasets,
Nymeria, Ego-Exo4D, and HOT3D, HAGI++ consistently
outperforms interpolation and state-of-the-art deep learning
baselines, achieving up to a 25.3% MAE reduction and
producing more natural gaze velocity distributions. By incor-
porating wrist motion from commodity wearables, HAGI++
also extends to gaze generation and surpasses full-body mo-
tion–based methods; the generated gaze directions further
support egocentric gaze estimation, outperforming EgoM2P
using only head-motion input. Overall, our results highlight the
value of modelling eye–head–hand coordination and establish
HAGI++ as a robust and practical solution for improving gaze
data quality in real-world and XR settings.
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context-awareness and mobile hci using wearable eog goggles,” in Pro-
ceedings of the 10th international conference on Ubiquitous computing,
2008, pp. 84–93.

[16] M. X. Huang and A. Bulling, “Saccalib: reducing calibration distortion
for stationary eye trackers using saccadic eye movements,” in Pro-
ceedings of the 11th ACM Symposium on Eye Tracking Research &
Applications, 2019, pp. 1–10.

[17] Z. Zheng, K. Akash, T. Misu, V. Krishnamoorthy, M. Dong, Y. Lee,
and G. Huang, “Identification of adaptive driving style preference
through implicit inputs in sae l2 vehicles,” in Proceedings of the 2022
International Conference on Multimodal Interaction, 2022, pp. 468–475.

[18] Z. Hu, S. Li, C. Zhang, K. Yi, G. Wang, and D. Manocha, “Dgaze:
Cnn-based gaze prediction in dynamic scenes,” IEEE Transactions on
Visualization and Computer Graphics, vol. 26, no. 5, pp. 1902–1911,
2020.

[19] Z. Hu, A. Bulling, S. Li, and G. Wang, “Fixationnet: Forecasting eye
fixations in task-oriented virtual environments,” IEEE Transactions on
Visualization and Computer Graphics (TVCG), vol. 27, no. 5, pp. 2681–
2690, 2021.

[20] L. Ma, Y. Ye, F. Hong, V. Guzov, Y. Jiang, R. Postyeni, L. Pesqueira,
A. Gamino, V. Baiyya, H. J. Kim et al., “Nymeria: A massive collection
of multimodal egocentric daily motion in the wild,” in European
Conference on Computer Vision. Springer, 2024, pp. 445–465.

[21] K. Grauman, A. Westbury, L. Torresani, K. Kitani, J. Malik, T. Afouras,
K. Ashutosh, V. Baiyya, S. Bansal, B. Boote et al., “Ego-exo4d: Under-
standing skilled human activity from first-and third-person perspectives,”
in Proceedings of the IEEE/CVF Conference on Computer Vision and
Pattern Recognition, 2024, pp. 19 383–19 400.

[22] P. Banerjee, S. Shkodrani, P. Moulon, S. Hampali, S. Han, F. Zhang,
L. Zhang, J. Fountain, E. Miller, S. Basol, R. Newcombe, R. Wang,
J. J. Engel, and T. Hodan, “Hot3d: Hand and object tracking in 3d from
egocentric multi-view videos,” arXiv preprint arXiv:2411.19167, 2024.

[23] G. Li, Y. Chen, Y. Wu, K. Zhao, M. Pollefeys, and S. Tang, “Egom2p:
Egocentric multimodal multitask pretraining,” in Proceedings of the
IEEE/CVF International Conference on Computer Vision (ICCV), Oc-
tober 2025, pp. 10 830–10 843.

[24] Z. Hu, J. Xu, S. Schmitt, and A. Bulling, “Pose2gaze: Eye-body
coordination during daily activities for gaze prediction from full-body
poses,” IEEE Transactions on Visualization and Computer Graphics,
2024.

[25] C. Jiao, Z. Hu, and A. Bulling, “Hagi: Head-assisted gaze imputation
for mobile eye trackers,” in Proc. ACM Symposium on User Interface
Software and Technology (UIST), 2025, pp. 1–14.

[26] B. Li, E. Barney, C. Hudac, N. Nuechterlein, P. Ventola, L. Shapiro,
and F. Shic, “Selection of eye-tracking stimuli for prediction by sparsely
grouped input variables for neural networks: towards biomarker refine-
ment for autism,” in ACM Symposium on Eye Tracking Research and
Applications, 2020, pp. 1–8.

[27] J. S. Stahl, “Amplitude of human head movements associated with
horizontal saccades,” Experimental Brain Research, vol. 126, no. 1, pp.
41–54, 1999.

[28] Z. Hu, C. Zhang, S. Li, G. Wang, and D. Manocha, “Sgaze: a data-
driven eye-head coordination model for realtime gaze prediction,” IEEE
Transactions on Visualization and Computer Graphics, vol. 25, no. 5,
pp. 2002–2010, 2019.

[29] Z. Hu, D. Haeufle, S. Schmitt, and A. Bulling, “Hoigaze: Gaze es-
timation during hand-object interactions in extended reality exploiting
eye-hand-head coordination,” in Proceedings of the 2025 ACM Special
Interest Group on Computer Graphics and Interactive Techniques, 2025.

[30] L. Sidenmark and H. Gellersen, “Eye, head and torso coordination
during gaze shifts in virtual reality,” ACM Transactions on Computer-
Human Interaction, vol. 27, no. 1, pp. 1–40, 2019.

[31] ——, “Eye&head: Synergetic eye and head movement for gaze pointing
and selection,” in Proceedings of the 2019 ACM Symposium on User
Interface Software and Technology, 2019, pp. 1161–1174.

[32] R. S. Johansson, G. Westling, A. Bäckström, and J. R. Flanagan, “Eye–
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